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1 Executive Summary 

The aim of this deliverable is to specify the guidelines that are needed for the integration of 
all p-medicine architectural elements into an integrated, coherent and consistent platform. In 
addition, to specify the methodologies and the tools that are required to monitor the specific 
architectural components and the integration process as a whole.  

This deliverable elaborates on the p-medicine architecture that is defined in deliverable D3.2 
- “Initial system architecture” and proposes specific guidelines on how to achieve the desired 
integration which is expected by the architecture. As stated in the Description of Work “these 
guidelines will be continually updated in the light of integration experiences on the one hand 
and evolution of the architecture on the other”. The architecture is expected to be refined on 
an iterative approach with annual updates and revisions, so we expect that the current 
deliverable will also provide annual updates, in order to be in line and consistent with the 
architecture and to incorporate the integration experiences. 

In the rest of this document we outline the relevant key points of the p-medicine architecture, 
we examine practices and guidelines from related projects regarding integration procedures, 
we elaborate on the quality management guidelines and how they affect the integration 
process, we present a certification process to monitor and measure the compliance of 
architectural elements to the integration guidelines, we propose best practices for the 
development of REST web services and we propose guidelines on integrating the 
architectural elements with the privacy framework of p-medicine. 
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2 Introduction 

Purpose of this document  

The purpose of the p-medicine project is to deliver an IT infrastructure, both as an open 
architecture and as a set of architectural elements which realize this architecture. This IT 
infrastructure will enable and enhance the provision of a personalized medical treatment, at 
all phases such as diagnosis, treatment, patient empowerment, clinical decision support, etc. 
The basic domain of application is cancer, with scenarios which cover different types of 
cancer.  

In order to be able to provide this personalized medicine, we need an open, modular, 
extensible architecture which will be able to adapt and incorporate the advances in science, 
to be able to cover the interactions between different types of stakeholders and scientists, 
and at the same time to be as fully integrated as possible so as to actually provide a useful 
platform and not just a set of isolated and independent tools and services which do not 
cooperate and interact as much as it would be desirable.  

The purpose of this document is to provide the integration guidelines as to what should be 
the desired procedure or preferred implementation from each developer of an architectural 
element, in order to deliver a component that will be able to integrate smoothly with the rest 
of the architectural elements while taking into account the constraints and the 
recommendations set by the reference architecture.  

 

Background 

 

2.1.1 The p-medicine Reference Architecture 

 

2.1.1.1 Views and viewpoints 

The general constraints and recommendations regarding the architecture of p-medicine 
system have been described in deliverable D3.2 “Initial system architecture”. In brief, the 
approach which has been selected is based on the Rozanski and Woods3 viewpoint set, an 
extension of the 4+1 approach, which describes a methodological way to document a 
system‟s architecture by using the notion of views and viewpoints. The notion of views and 
viewpoints comes from the IEEE 1471 standard which argues that an architectural 
description can be divided into one or several views, each one covering one or more 
stakeholder‟s concerns.  

 

                                                
3 Rozanski, Nick, and Woods, Eoin. Software Systems Architecture: Working with 

Stakeholders Using Viewpoints and Perspectives, 2nd Edition. Addison Wesley, 2011.  
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Figure 1 Conceptual model of an architectural description, from IEEE 1471 

 

In the Rozanski and Woods viewpoint set, which has been selected, these views are: 

 The functional view, which documents the system‟s functional elements, their 
responsibilities, interfaces, and primary interactions. A functional view is the 
cornerstone of most architecture documents and is often the first part of the 
documentation that stakeholders try to read. It drives the shape of other system 
structures such as the information structure, concurrency structure, deployment 
structure, and so on. It also has a significant impact on the system‟s quality 
properties, such as its ability to change, its ability to be secured, and its runtime 
performance. 

 The information view, which documents the way that the architecture stores, 
manipulates, manages, and distributes information. The ultimate purpose of virtually 
any computer system is to manipulate information in some form, and this viewpoint 
develops a complete but broad view of static data structure and information flow. The 
objective of this analysis is to answer the important questions around content, 
structure, ownership, latency, references, and data migration. 

 The concurrency view, which describes the concurrency structure of the system and 
maps functional elements to concurrency units to clearly identify the parts of the 
system that can execute concurrently and how this is coordinated and controlled. This 
entails the creation of models that show the process and thread structures that the 
system will use and the interprocess communication mechanisms used to coordinate 
their operation. 

 The development view, which describes the architecture that supports the software 
development process. Development views communicate the aspects of the 
architecture of interest to those stakeholders involved in building, testing, maintaining, 
and enhancing the system. 
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 The deployment view, which describes the environment into which the system will 
be deployed, including capturing the dependencies the system has on its runtime 
environment. This view captures the hardware environment that the system needs, 
the technical environment requirements for each element, and the mapping of the 
software elements to the runtime environment that will execute them. 

 The operational view, which describes how the system will be operated, 
administered, and supported when it is running in its production environment. For all 
but the simplest systems, installing, managing, and operating the system is a 
significant task that must be considered and planned at design time. The aim of the 
operational view is to identify system-wide strategies for addressing the operational 
concerns of the system‟s stakeholders and to identify solutions that address these. 

 

It is clear that each view tries to cover the concerns and requirements of different 
stakeholders and to each one of these views a methodological integration approach is 
needed in order to implement the architecture in full extent. In essence, for each of these 
views some specific integration guidelines should be agreed.  

The information view and the related issues regarding the management of information, data 
formats and ontologies are a task of the Work Package 4 “Standardization, Semantic 
Interoperability and data integration” of p-medicine which is foreseen to investigate these 
issues. As noted also in the initial reference architecture, the concurrency view is not of 
particular relevance to the project at this phase of architectural analysis. The development, 
deployment and operational views are very important but rather technical views and not in 
the conceptual level of defining the architecture. However, as the development of p-medicine 
starts delivering implemented components, these issues shall also be addressed with 
extensions and annexes of this document regarding the integration guidelines from the 
development, deployment and operational view of the p-medicine platform.  

So, the current document targets mainly the functional view and the requirements of how to 
achieve functional integration between the various architectural elements. 

 

2.1.1.2 Integration Profiles 

 

For each view of the architecture, the requirements of the corresponding stakeholders 
determine the framework on how to integrate the various components which are developed 
in p-medicine or the external components that may be needed to be integrated. Specifically 
in the functional view, which is of greater importance for this document, the functional 
requirements can be categorized into functional profiles, or groups, according the specific 
use cases in which they are involved.  
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Figure 2 The functional (meta)view 

 

So, each component (or Architectural Element – AE) is categorized on two orthogonal axes. 
The first one is defined based on the functional requirements that each architectural element 
fulfils or tries to answer, of broader requirement groups such as Data Management or VPH 
Modelling. These categories do not have any „hard‟ constraints as to which architectural 
elements can be categorized into them; they are defined based on the requirements drawn 
from the functional scenarios and use cases provided by the corresponding stakeholders for 
each type of use case.  

 The second categorization is based on the „functional profiles‟ (or integration scenarios) 
which are defined based on specific clinical use cases. The definition of the clinical use 
cases will make clear the participating components, their interactions and the data that they 
exchange.  

The initial use cases that shall define the integration profiles have been selected to be the 
Breast Cancer, Wilms Tumor and Leukemia scenarios. Upon the definition of the full details 
of these integration scenarios, an updated release of this document will elaborate on the way 
that the components shall interact to each other, making a step further to the tight integration 
of the platform.  

 

 

2.1.1.3 Architectural Elements 

An initial list of components of the p-medicine platform has been published both to 
deliverables D3.2 (the initial architecture) and D15.1 (evaluation criteria and verification 
procedures) and is shown below. 
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ID Architectural Elements Server side 
component 

Client /End 
User 

Application 

Type 

1 Ontology Annotator tool   Web Application 
2 Data Translation Service   Web Service 
3 Ontology Aggregator tool (Service)     
4 p-medicine portal   Web Application 
5 Sync Services   Obtima component 
6 Biobank access framework    
 p-BioSPRE - The p-

medicine Biomaterial 
Search and Project 

Request Engine 

  Web application 

 p-BioBank Wrappers   Command line Tool 
 ObTiMA Trial Biomaterial Manager   Obtima component 
7 CATS   Web service / Web 

application / Command 
line/ SW library 

8 PIMS   Web service / Web 
application 

9 Security Framework Services   Web service / Web 
application / Command 
line/ SW library 

10 Oncosimulator - OS    
 OS-BRCA   Standalone application 
 OS-WT   Standalone application 
 OS-ALL   Standalone application 
11 Biomechanism Models    
12 ObTIMA   Web application 
13 Ontology Aggregator - - ? 
14 OpenStack Object Storage (extension 

by CDMI and Shibboleth) 

  Web service 

15 dcm4che DICOM server (extension by 
CDMI and Shibboleth) 

  Web application 

16 User data management in cloud 
services 

  Web application 

17 Oncosimulator Service   Web Service / Web 
application 

18 Optimized Oncosimulator Application   Standalone application 
19 Oncosimulator environment    
20 Workflows and pipelines for genomics 

data 
- - Taverna/ Galaxy 

workflows run by Data 
Mining Webapp 

21 Patient Empowerment Services   Web application 
22 Data Mining Webapp    
23 Genes-to-pathways correlation 

service 
   

24 Workbench   Web application / Web 
service 

25 DrEye   Standalone application 
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26 Data warehouse   Web application/ Web 
service 

27 Patient Empowerment Tools   Web application 
28 Push Services   Web application/ Web 

service 
29 Drug to Adverse Events correlation 

service 

  Web application/Web 
service 

Table 1 Architectural Elements of p-medicine. 

 

 

The tools listed above will serve as the starting elements for 
building the p-medicine platform, but the integration scenarios may 
possibly introduce the need of additional services. Once the 
integration scenarios document the need for such services, the 
relevant work-packages shall examine the possibility of using 
external services, e.g. from the VPH Toolkit, or they shall plan for 
the development of these services in the context of p-medicine.  
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3 Related work 

caBIG 

 

The caBIG project4 is “[…] a network of individuals and institutions that are working to create 
a highly interoperable environment to enable researchers to share cancer research data and 
software tools. The goal of the program is to speed the delivery of innovative approaches for 
the prevention, detection, and treatment of cancer. The infrastructure and tools created by 
caBIG also have broad utility outside the cancer community. caBIG is being developed under 
the leadership of the National Cancer Institute (NCI), its Center for Bioinformatics (NCICB), 
and the caBIG participants themselves”. 

This project comprises an extended framework and collection of software tools and data and 
as a consequence, similarly to p-medicine, integration is a key factor for the achievement of 
its goal and can only be achieved through a well-defined set of guidelines. caBIG has 
provided a set of compatibility guidelines5 in an attempt to define the process, the protocols, 
the technologies needed to build an interoperable network of the involved systems.  

In these guidelines, an important notion is the categorization of the degrees of interoperability 
between systems with their Level of Maturity. In essence, the various systems can be 
qualified in four different groups, or levels, depending on various criteria which examine the 
level of interoperability of this system with other systems of caBIG. These levels are: 

 Legacy -Implies no interoperability with an external system or resource. A legacy system is a 

system that was designed prior to or without awareness of the availability of these 

compatibility guidelines, and which may not meet any of the requirements for 

interoperability.  

 Bronze - Classifies the minimum requirements that must be met to achieve a basic degree of 

interoperability.  

 Silver - A rigorous set of requirements that, when met, significantly reduce the barrier for 

using a resource by a remote party who was not involved in the development of that 

resource.  

 Gold - Extensions to the silver requirements aimed at standardization and harmonization, 

which when met, enable full syntactic and semantic interoperability of disparate systems.  

We include below the compatibility matrix which summarizes the key points of this 
categorization and the terms under which a system can be certified as belonging to one such 
maturity level. The complete documentation regarding the caBIG compatibility guidelines can 
be found in the corresponding documents of caBIG5. This categorization of the 
interoperability level of systems can serve as the base of a similar approach by the p-
medicine project and we analyze this approach in section 4 of this document, where we 
present our proposal for a similar certification process.  

The whole process of evaluating the compatibility level of a system or component is 
documented under the caBIG Compatibility Review Process6 which defines the criteria for 
the review process, the needed documentation and example artifacts, such as source code 
or test scripts.  

                                                
4
 https://cabig.nci.nih.gov/  

5
 https://cabig.nci.nih.gov/community/guidelines_documentation/ 

6
 https://cabig.nci.nih.gov/community/guidelines_documentation/Silver_Review/  

https://cabig.nci.nih.gov/
https://cabig.nci.nih.gov/community/guidelines_documentation/
https://cabig.nci.nih.gov/community/guidelines_documentation/Silver_Review/
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Maturity Model Legacy Bronze Silver Gold 

Programming and Messaging 
Interfaces  

- No programmatic interfaces to the 

system are available. Only local data 

files in a custom format can be read.  

- Data transfer mechanisms are 

implemented only on an ad hoc 

basis.  

- Programmatic access to data from 

an external resource is possible.  

- Well-described APIs approved by 

the caBIG Architecture workspace 

provide access to data in the form of 

data objects that are instances of 

classes represented by a registered 

domain model.  

- Electronic data formats 

corresponding to a registered 

domain model approved by the 

caBIG Architecture workspace are 

supported wherever messaging is 

indicated by the use cases.  

- Messaging protocols approved by 

the caBIG Architecture workspace 

are supported wherever messaging 

is indicated by the use cases.  

- All features of silver, plus:  

- APIs are exposed as operations of 

a Grid service; Object-Oriented client 

APIs are available for invoking those 

operations.  

-Service operations use XML as data 

exchange format, and are invoked 

using standardized protocols and 

communication channels.  

- Services provide public access to 

caGrid standardized service 

metadata and have capability to 

register it with a caGrid Index 

Service.  

- Data-oriented services provide 

query access using the caGrid 

standardized query interface and 

language.  

- Secure services must use the 

caGrid standardized mechanisms for 

authentication, trust management, 

and communication channel 

protection.  

Vocabularies / Terminologies & 
Ontologies  

- Free text or local vocabularies used 

throughout for data collection.  

- Local vocabularies or publicly 

accessible controlled vocabularies 

are used  

- Vocabularies must include term 

names that meet caBIG VCDE 

workspace guidelines.  

- Controlled vocabularies reviewed 

and approved by caBIG VCDE 

workspace for use in silver 

applications are used for all 

appropriate data collection fields and 

attributes of data objects.  

- Concept identification should be 

compatible with the caBIG Identifier 

- All features of silver, plus:  

- Full adoption of caBIG vocabulary 

standards as approved by the VCDE 

workspace.  

- Concept identification in systems 

must use the caBIG Identifier and 

Resolution Scheme  
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and Resolution Scheme  

- Vocabularies must be used for their 

intended scope and purpose.  

-Vocabularies must be accessed 

through a standard caGrid 

Vocabulary API.  

Data Elements  
- No structured metadata is 

recorded.  - Data element descriptions are 
maintained with sufficient definitional 
depth to enable a subject matter 
expert to unambiguously interpret 
the contents of the resource without 
contacting the original investigator.  

- Data elements are built using 
controlled terminology.  

- Metadata is stored and publicized 

in an electronic format that is 

separate from the resource that is 

being described. 

- Common Data Elements (CDEs) 
built from controlled terminologies 
and according to practices validated 
by the VCDE workspace are used 
throughout.  

- CDEs are registered as ISO/IEC 
11179 metadata components in the 
caBIG Context of the cancer Data 
Standards Repository (caDSR).  

- Reuse of existing CDEs in the 

caDSR should be considered before 

any new data elements are created. 

In order of descending priority, 

Standard, highly re-used and 

released CDEs should be 

considered for reuse. 

- All features of silver, plus:  

- CDEs designated as caBIG 
Standards by the VCDE workspace 
must be used.as appropriate.  

- CDEs generated from the 
Backbone Model must be re-used as 
appropriate.  

- Data elements must be expressed 
in caGrid standard metadata format  

- Existing validated CDEs in the 

caDSR must be re-used or otherwise 

justified before any new data 

elements are created. 

Information Models  - No model describing the system is 
available in electronic format.  

- Diagrammatic representation of the 
information model is available in 
electronic format.  

- Object-oriented domain information 
models are expressed in UML as 
class diagrams and as XMI files, and 
are reviewed and validated by the 
VCDE workspace.  

- The classes, attributes and 
relationships of the information 
model are registered in the caDSR 
and correspond to the CDEs used by 
the system  

- Classes and attributes must be 
semantically annotated using terms 
from a controlled vocabulary that has 
been approved by the VCDE 
workspace.  

- All features of silver, plus:  

- Information models must be 
harmonized across the caBIG 
Domain workspaces  

-The Backbone Model must be used 
as a template for information 
modeling.  

- XML schemas must be bound to 
the classes in the information model 
and are registered to Global Model 
Exchange (GME) service.  

- Information model must be 
expressed in the caGrid standard 
metadata format 



   

 

VPH 

 

The Virtual Physiological Human Network of Excellence (VPH-NoE)7 is “[…] a project which 
aims to help support and progress European research in biomedical modelling and 
simulation of the human body”.  The VPH NoE has created the VPH-Toolkit8 which is “a 
technical and methodological framework to support and enable VPH research” and 
researchers may submit their tools and services for inclusion in this toolkit.  The VPH NoE 
Toolkit has compiled a series of documents to support the submission and inclusion of tools 
to the toolkit, by providing guidelines9 regarding the characterization, annotation, licensing, 
interoperability etc. of the tools.  

Of particular importance to the p-medicine project are the guidelines regarding the 
interoperability of tools because one of the objective goals of p-medicine is to collaborate and 
interoperate with the VPH community, and especially with the VPH-Share project10 as it has 
been noted in the DoW of P-Medicine. 

In the guidelines of the VPH toolkit, a number of standards are cited and proposed for usage, 
to allow for better interoperability between components and services. Below we summarize 
some of the proposed standards and formats. 

 

Domain References 

Modelling  CellML  - http://www.cellml.org/  

 FieldML - 

http://www.physiome.org.nz/xml_languages/fieldml  

 SBML - http://sbml.org  

 NeuroML - http://www.neuroml.org/  

Data  DICOM - http://medical.nema.org/  

 HL7 - http://www.hl7.org/  

 JPEG – http://www.jpeg.org/  

 TIFF - 

http://en.wikipedia.org/wiki/Tagged_Image_File_Format  

 VTK – http://www.vtk.org/  

 BioSignalML - http://www.embs.org/techcomm/tc-

cbap/biosignal.html  

 GDF - http://arxiv.org/abs/cs.DB/0608052  

 Analyze - 

http://mayoresearch.mayo.edu/mayo/research/robb_lab/

analyze.cfm 

                                                
7
 http://www.vph-noe.eu/ 

8
 http://toolkit.vph-noe.eu/ 

9
 http://toolkit.vph-noe.eu/toolkit-guidelines 

10
 http://www.vph-share.eu/ 

http://www.cellml.org/
http://www.physiome.org.nz/xml_languages/fieldml
http://sbml.org/
http://www.neuroml.org/
http://medical.nema.org/
http://www.hl7.org/
http://www.jpeg.org/
http://en.wikipedia.org/wiki/Tagged_Image_File_Format
http://www.vtk.org/
http://www.embs.org/techcomm/tc-cbap/biosignal.html
http://www.embs.org/techcomm/tc-cbap/biosignal.html
http://arxiv.org/abs/cs.DB/0608052
http://mayoresearch.mayo.edu/mayo/research/robb_lab/analyze.cfm
http://mayoresearch.mayo.edu/mayo/research/robb_lab/analyze.cfm
http://www.vph-noe.eu/
http://toolkit.vph-noe.eu/
http://toolkit.vph-noe.eu/toolkit-guidelines
http://www.vph-share.eu/
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 Nifti - http://nifti.nimh.nih.gov/ 

Ontologies  FMA - 

http://sig.biostr.washington.edu/projects/fm/index.html  

 SNOMED CT - http://www.ihtsdo.org/  

 GO - http://www.geneontology.org/  

 LOINC – http://loinc.org/  

 MIASE - http://www.biomodels.net/miase/  

 OBO Foundry - http://www.obofoundry.org/ 

Infrastructure  OGSA-DAI - http://www.ogsadai.org.uk  

 GridFTP - http://www.globus.org/toolkit/docs/latest-

stable/gridftp/  

 JSDL - https://forge.gridforum.org/sf/projects/jsdl-wg  

 SSH – http://www.openssh.org/  

 MTOM - http://www.w3.org/TR/soap12-mtom/  

 OGF - http://www.ogf.org/  

 Globus Toolkit - http://www.globus.org/toolkit/ 

Tools  CORBA - http://www.corba.org/ 

 XML-RPC - http://en.wikipedia.org/wiki/XML-RPC 

 EBI web services - 

http://www.ebi.ac.uk/Tools/webservices 

 MedINRIA – http://www-

sop.inria.fr/asclepios/software/MedINRIA/  

 Gimias - http://www.gimias.org  

 Slicer3D - http://www.slicer.org/  

 MITK - http://www.mitk.org/  

 CTK - http://www.commontk.org  

 OpenXIP - http://www.openxip.org/  

Table 2 VPH Toolkit interoperability guidelines - standards and formats 

 

A more extensive and elaborate listing and analysis of the relevant standards can be found in 
the p-medicine deliverables D3.1 “State-of-the-art report on standards” and D4.1 “List of 
domain quality-checked ontologies and initial release of HDOT and its Glass Box 
Evaluation”.  

An interesting note regarding the interoperability guidelines of VPH-NoE is that they also 
share our view that “the caBIG Compatibility Guidelines is a very good reference for an in 
depth study of interoperability in the context of a biomedical project” and this argument 
pushes further for the adoption of a similar approach also by the p-medicine.  

 

http://nifti.nimh.nih.gov/
http://sig.biostr.washington.edu/projects/fm/index.html
http://www.ihtsdo.org/
http://www.geneontology.org/
http://loinc.org/
http://www.biomodels.net/miase/
http://www.obofoundry.org/
http://www.ogsadai.org.uk/
http://www.globus.org/toolkit/docs/latest-stable/gridftp/
http://www.globus.org/toolkit/docs/latest-stable/gridftp/
https://forge.gridforum.org/sf/projects/jsdl-wg
http://www.openssh.org/
http://www.w3.org/TR/soap12-mtom/
http://www.ogf.org/
http://www.globus.org/toolkit/
http://www.corba.org/
http://en.wikipedia.org/wiki/XML-RPC
http://www.ebi.ac.uk/Tools/webservices
http://www-sop.inria.fr/asclepios/software/MedINRIA/
http://www-sop.inria.fr/asclepios/software/MedINRIA/
http://www.gimias.org/
http://www.slicer.org/
http://www.mitk.org/
http://www.commontk.org/
http://www.openxip.org/
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ITFoM 

 The IT Future of Medicine project11 is a recently initiated project under the FET (Future and 
Emerging Technologies) Flagship Scheme12 which shares similar targets with the p-medicine 
project. The ITFoM has the vision that “We will harness the vast potential of ICT to 
revolutionise human health care. We will exploit the unprecedented amounts of detailed 
biological data for individual people, and turn this information into actual knowledge that 
helps us in taking medical and lifestyle decisions. By integrating the available biological data 
we will construct computational models of the biological processes that occur in every 
human. Since everybody is different, the models will be tailored to each individual to reflect 
their own unique anatomical, physiological and genetic makeup. ITFoM will lead the way 
towards truly personalised health care.” 

Among the various challenges that ITFoM identifies on the way to realize this vision, 
integration is also a key issue. They categorize integration needs into various domains: 

 Data 

 Workflows 

 People 

 Concepts 

 Models 

 Languages 

 Components 

In our view this is a similar architectural approach, although not stated explicitly, with the 
approach adopted by the p-medicine reference architecture (RA), analyzed in D3.2. In order 
to describe and answer the concerns of the various stakeholders is it critical to focus on the 
architecture from different viewpoints. The views that have been identified by the p-medicine 
RA cover the domains mentioned above by ITFoM in a more systematic way.   

 

LifeWatch 

 

The LifeWatch13 project aims to “[…] construct and bring into operation the facilities, 
hardware, software and governance structures for all aspects of biodiversity research. It will 
consist of:  facilities for data generation and processing; a network of observatories; facilities 
for data integration and interoperability; virtual laboratories offering a range of analytical and 
modelling tools […]”.  

The LifeWatch project although differs from the clinically oriented projects mentioned above, 
shares similar goals regarding the IT infrastructure that is needed to realize its vision, the 
facilities for data generation and processing, the data integration and interoperability, the 
software and governance structures and the virtual laboratories which offer a range of 
analytical and modeling tools. Although LifeWatch operates on a deifferent domain and 
consequently has different constraints, such as the legal framework or the nature of the data 
in use, the challenges regarding the IT infrastructure appear to be similar both to the 
problems and the required approach which is the integration of tools and data.  The 
LifeWatch Implementation Rules14 is a document which determines the consistent 

                                                
11

 http://www.itfom.eu/  
12

 http://cordis.europa.eu/fp7/ict/programme/fet/flagship/  
13

 http://www.lifewatch.eu/  
14

 http://lifewatch.iais.fraunhofer.de/ImplRules/index.html 

http://www.itfom.eu/
http://cordis.europa.eu/fp7/ict/programme/fet/flagship/
http://www.lifewatch.eu/
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representation of the application schemas in a formal language and it uses UML to achieve 
this. One important differentiation of LifeWatch is the expressed preference to SOAP 
services instead of REST services, but the methodological documentation of their 
implementation rules is noteworthy to be used also in the p-medicine integration guidelines.  
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4 Quality management 

Quality Management Metrics 

In deliverable D15.1 “Evaluation criteria and verification procedures of the p-medicine 
platform” an initial list of metrics and procedures for the quality management of the p-
medicine platform, and the software development in particular, has been described based on 
the ISO/IEC 9126 standard. We use this list as a starting point for the initial version of 
integration guidelines and we propose that once the certification process has been 
established, a selection of metrics from the QUINT extension may also be used such as the 
traceability, availability, user-friendliness, reusability etc. which are relevant and important to 
our system.  

 

 

Figure 3 ISO/IEC 9126 metrics and the QUINT extension. 

 

The ISO standard identifies 6 major quality characteristics, each one having some sub-
properties which specialize in more depth that characteristic.  Below we outline their 
essential purpose and properties15.  

 

4.1.1 Functionality  

Functionality is the core property of a system, which summarizes the essential functions that 
the system must provide. The functionality depends on the requirements from that system 
and if the system is not functional, then the rest of the characteristics, such as usability or 

                                                
15

 http://www.sqa.net/iso9126.html  

http://www.sqa.net/iso9126.html
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reliability, do not really matter. Functionality is measured by the degree of conformance to 
the user requirements, and is better expressed by decomposing it to the following properties: 

 Suitability. The appropriateness of the functions to the specification of the system 

 Accuracy. The correctness of the functions. 

 Interoperability. The ability of a system or component to interact with other systems or 

components.  

 Compliance. The compliance with laws or guidelines, when such a requirement exists. 

 Security. The ability to prevent unauthorized access or intervention with the system. 

 Traceability. The ability to keep trace, for auditing purposes, of the operation of the system.  

 

4.1.2 Reliability  

Once the system is functional then the reliability characteristic defines and measures the 
capability of the system to maintain its functionality under certain conditions. To further 
analyze the reliability of the system, we define the following sub-characteristics: 

 Maturity. The frequency of failure of the system. 

 Fault tolerance. The ability to withstand a failure. 

 Recoverability. The ability to recover a failed system to fill operation. 

 Availability. The ability to maintain a prearranged level of operational performance. 

 Degradability. The ability to continue operating in case of a failure, with a graceful decrease 

of operation proportional to the severity of failure. 

 

4.1.3 Usability  

Similarly to the reliability characteristic, the usability of a system is meaningful once the 
system is functional and it refers to the easiness to learn and perform a function. The sub-
characteristics of usability are: 

 Understandability. The easiness to understand the system functions. 

 Learnability. Learning effort which is required (for different users, such as novice, expert 

etc.) 

 Operability. The ability to operate the system by a given user in a given environment.  

 

4.1.4 Efficiency  

The efficiency of a system concerns the needed resources to provide the required 
functionality, such as memory, storage space, network, etc. The efficiency characteristic 
many times influences the usability of a system. Sub-characteristics of efficiency are: 

 Time behavior. The response time to a given action in certain conditions. 

 Resource behavior. The resources used in certain conditions. 
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4.1.5 Portability  

The portability of a system refers to its ability to adapt to changes in its operational 
environment or its requirements. Sub-characteristics of portability are: 

 Adaptability. The ability of the system to change to new specifications or environments. 

 Installability. The effort required to install the system. 

 Conformance. A characteristic similar to compliance (functionality) in relation to portability. 

 Replaceability. How easy it is to exchange or replace a specific component by another in a 

specified environment.  

 

4.1.6 Maintainability  

The maintainability of a system refers to its ability to keep performing and the effort required 
to fix, change, test, reuse it etc. Sub-characteristics of maintainability are: 

 Analyzability. The ability to identify the cause of a failure in the software. 

 Changeability. The effort required to change the system. 

 Stability. The sensitivity to change of a system and the degree of negative impact that a 

change may cause. 

 Testability. The effort required to verify a system change. 

 Manageability. The effort required to monitor the system and keep it performing. 

 Reusability. The suitability of the system to be used again under slight or no modifications.  

 

For each characteristic listed above, an appropriate measure which quantifies the 
corresponding metric must be specified. For some of these metrics, a numerical or 
quantifiable measure is harder to be applied than others because of their subjective nature. 
For this matter, an alternative scale has been proposed by the ISO standard where each 
metric can be compared with a minimum level or target range which sets the measured 
quality as acceptable or not.  
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Figure 4 Degrees of satisfaction and interpretation (ISO/IEC). 

 

It is a hard task to set the satisfactory on unsatisfactory ranges of satisfaction for each 
architectural element (AE) individually, and to measure them for all of the characteristics 
listed above, since that would require close examination of the requirements of all 
components. So, what we propose is to require for each component to provide test clients 
and appropriate source code or test scripts, which will enable developers and users to 
examine the above characteristics by their own. This is the same practice required also by 
the caBIG compatibility review process (see section 3). By providing these test clients: 

 Developers (or end-users) can test and verify the functionality of an AE. 

 Developers (or end-users) can evaluate the efficiency and the usability of an AE. 

 Developers (or end-users) can monitor the reliability and maintainability of the AE. 

These test clients can then be used not only for the needs of the platform integration but also 
for keeping track and evaluating the overall quality characteristics of a given component, as 
required also by the quality management process defined in D15.1. 

 

Certification levels  

 

Similarly to the caBIG certification process which qualifies each tool, service and software 
component in a specific Level of Maturity, we propose a procedure where each p-medicine 
architectural element will be reviewed based on specific criteria set by the different views of 
the architecture.  

The certification criteria shall be defined by the integration guidelines and any other p-
medicine deliverable which sets specific rules to be met by all software components. Since 
these guidelines shall be further refined in the course of the project, as the requirements and 
the architecture of p-medicine matures and becomes more specific, the level of conformance 
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of an architectural element may change and new actions might be necessary in order to 
regain a previously held certification level.  

The caBIG compatibility process review, investigates all aspects of compatibility between 
services; both their programming interfaces, their vocabularies and ontologies, their data 
element descriptions and their information schemas.  

In contrast, the p-medicine reference architecture treats the architectural elements as “”black 
boxes” and is mainly concerned with their programming interface and the exchanged 
messages, not their internal design and implementation. In that sense, the integration 
process also focuses on the interaction and the integration of the architectural elements but 
not on their internal design. Although a homogeneous design of all architectural elements 
would greatly increase their integration, it is not the main purpose of the architecture.  
Consequently, although all views of the architecture need close monitoring in order to 
achieve a seamless integration, the focus is mainly on the functional view and the pieces of 
information that are needed by the architectural elements in order to be described, to 
interoperate and to communicate.  

Below we propose some criteria with which we can categorize the architectural elements into 
levels of integration maturity. Based on these criteria along with the results from the quality 
management metrics, we can then separate the components which are mature enough to be 
incorporated into the p-medicine workbench, to analytical workflows and to integration 
scenarios. The aim of the developers of all architectural elements should be to achieve at 
least the Silver level of integration maturity.  

 

 

 



   

 

Architectural View Legacy Bronze Silver Gold 

Programming and 
Messaging Interfaces.  

- No programmatic interfaces 

to the system are available. 

Only local data files in a 

custom format can be read.  

- Data transfer mechanisms 

are implemented only on an 

ad hoc basis.  

- Programmatic access to data 

from an external resource is 

possible.  

- Well-described APIs, 

approved by the p-medicine 

Architecture Board, provide 

access to data.  

- Electronic data formats 

corresponding to a registered 

domain model approved by 

the p-medicine Architecture 

Board are supported wherever 

messaging is indicated by the 

use cases.  

- Messaging protocols 

approved by the p-medicine 

Architecture Board are 

supported wherever 

messaging is indicated by the 

use cases.  

- Secure services must use 

the p-medicine security 

guidelines mechanisms for 

authentication, trust 

management, and 

communication channel 

protection. 

- All features of silver, plus:  

- APIs are exposed as 

operations of a web service; 

Object-Oriented client APIs are 

available for invoking those 

operations.  

-Service operations use XML 

as data exchange format, and 

are invoked using 

standardized protocols and 

communication channels.  

- Services provide public 

access to p-medicine 

standardized service metadata 

and have capability to register 

it with the p-medicine 

Tool/Service Repository.  

 

Table 3 Categorization criteria for integration maturity levels.



   

 

5 Monitoring of services 

Testing clients 

An essential part of the integration process is the monitoring of all components. Monitoring 
involves continuous tests in many different aspects such as stability, reliability, fault 
tolerance, efficiency, security etc. In our view, most of these aspects are covered by the 
corresponding key domains of the ISO 9126 metrics (see section 4) and its extensions. Thus, 
monitoring of the tools and services of p-medicine is a process embedded in the quality 
management of the whole project and can be part of the same procedure.  

One of the quality management metrics of ISO 9126 is testability. As noted in the discussion 
about the caBIG compatibility review process (see section 3), there are various artifacts 
required during the evaluation of the compatibility and interoperability of a system/component 
with the caBIG architecture. These artifacts include also test scripts, source code or example 
clients for the evaluated components, along with any other relevant documentation. We 
propose that the same kind of artifacts be required for the integration process of a p-
medicine component into the p-medicine platform for testability reasons.  

Each component provider is responsible to provide the testing 
client, either in the form of source code snippets or a complete 
client, depending on the nature of the evaluated component. The 
testing clients can be provided in whatever format or language is 
considered appropriate by their developers, but for interoperability 
and reusability reasons we strongly recommend that the testing 
clients be in a form that can be easily integrated, without major 
revisions, to the p-medicine portal.  

 

These clients will be used to support many different needs, both during and after the 
integration process: 

 To evaluate the functionality of a component during the integration process with other p-

medicine components. 

 To validate the conformance to protocols, standards or integration guidelines. 

 To validate its compliance with the security guidelines. 

 To evaluate the component in terms of efficiency and performance. 

 To evaluate and monitor the component in terms of stability, reliability and fault tolerance. 

 To be used as exemplar use case while integrating with another component or service.  

Tools Repository  
The tools and services of p-medicine need to be registered in some kind of repository, where 

an archive will be kept of their metadata and annotations, their quality characteristics, their 

documentation and their invocation endpoint. Also, monitoring services based on the AEs 

testing clients will be incorporated into the repository in order to provide reports about the 

availability and reliability of the AEs. The Tools Repository shall be a back-end service with 

tight integration with the p-medicine workbench, which will also provide REST interfaces for 

any other service that might need to interact with it. 
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Workbench  

The p-medicine workbench is a component of the p-medicine portal which aggregates the p-
medicine tools and services and provides to end users various management facilities for 
publishing, discovering, evaluating, combining and invoking these tools. It acts as a front-end 
of the Tool repository and it provides a logical repository, where the tools can be categorized 
based on their functional groups, metadata about their methods and data types can be 
retrieved, and relevant architectural elements can be suggested based on their functional 
profile and their accompanying metadata.  

The workbench will also be used as a monitoring tool of the p-medicine architectural 
elements (AEs), by providing measurements and indications of the quality characteristics of 
each AE, by incorporating whenever feasible the testing clients of the AEs. 

As noted in the DoW of p-medicine, “the tools will have annotations and metadata, so that 
end users can easily retrieve them, while available VPH standards will be adopted allowing 
other open source tools to be easily integrated and re-used in the tools repository”. An 
important task of the workbench will be to make sure that the annotations and metadata 
descriptions of the tools are compliant with the VPH standards (whenever applicable) and 
also to be in line with the HDOT (if feasible) for seamless, semantic integration with the data 
management services and the provided data.  

 

Testbed 

For the needs of the integration process and for the monitoring of the components, we shall 
set-up a test-bed infrastructure. This test-bed shall be composed either from physical or 
virtual (based on virtualization software) computers, to provide for each use case the 
necessary environment and configurations such as operating system, libraries, databases, 
firewalls, security mechanisms, network configuration etc.  

The need for a test-bed results from the distributed nature of the participating components. 
Although the development of the p-medicine components is distributed, due to the 
geographical distribution of the involved partners, there is the need to test the components in 
a deterministic process which can better be supported by a centrally installed system.  

By using a test-bed: 

 We shall reproduce and verify the documentation of a component, as to what are the 

necessary installation and operation environment, and the step-by-step installation 

procedure. 

 We shall use it as a Sandbox where we can test and validate the security of the components, 

in terms of compliance with the security guidelines. 

 We shall document the necessary steps, from installation to operation and maintenance, of a 

use case. 

 We shall replicate and demonstrate a use case / scenario. 

 We shall use it to verify interconnectivity, interoperability and compliance between different 

architectural components. 

 We shall reproduce and debug reported errors or problems. 
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In order to set-up the test-bed, each component shall clearly state in 
its documentation its requirements and its dependencies, such as 
the needed operating system, runtime environment, network 
configuration, etc. with specific versions or releases with which it 
has been tested.  
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6 REST architectural style 

Introduction to REST 

The Representational State Transfer (REST) architectural style has been briefly described in 
D3.1 “State of the art report on the standards”. It is a term first used and described in the Roy 
Fielding‟s Ph.D. dissertation16 regarding a software architecture style for distributed systems 
such as World Wide Web and key aspects of REST style include: 

 The scalability of components and their interactions. There is not a single coordinating 

component and a RESTful system is totally distributed. 

 The generality of interfaces. There is not a specific standard or interface which defines or 

restricts the RESTful style, although such standards and languages may be used for the 

description of interfaces. Interfaces are defined as desired from their developer.  

 The independent deployment of components. The RESTful style does not depend or enforce 

any specific technology or deployment structure.  

There are also specific constraints applied to the architecture and an architecture is 
considered to be RESTful when it fulfill these constraints: 

 Client-server 

 Stateless 

 Cacheable 

 Layered system 

 Uniform Interface 

 (Optionally) Code on demand 

In order to realize this concept, the RESTful architecture is based on the notion of Verbs 
which act upon Resources.  

The REST Resources are identified through the usage of URIs, such as  

http://p-medicine.eu/resources/item12345 

The Verbs are based on the CRUD principle of persistent storage (Create, Read, Update, 
Delete). Since the usual transport and technology used for the implementation of a RESTful 
architecture is HTTP, the usual Verbs used for the definition of the architecture are the HTTP 
methods (GET, POST, PUT, DELETE).  

 

 

Operation HTTP SQL Semantics 

Create POST INSERT Is used to create a new resource. 

Read GET SELECT Is used to read or retrieve a resource. 

Update PUT UPDATE Is used to update or replace an existing 
resource. 

Delete DELETE DELETE Is used to delete or destroy a resource. 

                                                
16

 http://www.ics.uci.edu/~fielding/pubs/dissertation/top.htm 

http://www.ics.uci.edu/~fielding/pubs/dissertation/top.htm
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Below we show an example17 of how these operations can be applied to URIs: 

 

Resource POST GET PUT DELETE 

Collection URI, such as 

http://p-medicine.eu/resources/ 

Create a new 
entry in the 
collection. The 
new entry's URL 
is assigned 
automatically and 
is usually 
returned by the 
operation. 

List the URIs and 
perhaps other 
details of the 
collection's 
members. 

Replace the 
entire collection 
with another 
collection. 

Delete the 
entire collection. 

Element URI, such as http://p-

medicine.eu/resources/resource1234 
Treat the 
addressed 
member as a 
collection in its 
own right and 
create a new 
entry in it. 

Retrieve a 
representation of 
the addressed 
member of the 
collection, 
expressed in an 
appropriate 
Internet media 
type. 

 

Replace the 
addressed 
member of the 
collection, or if it 
doesn't exist, 
create it. 

Delete the 
addressed 
member of the 
collection. 

 

Some of the needed principles in order to define the interface of a RESTful service are the 
following: 

 Identification of resources. How to identify resources and how to name new resources or 

collections. 

 Definition or agreement on the usage semantics of each method (REST verb).  For example 

a GET method shall not be used for the creation of a new resource, and a POST method shall 

not be used for the retrieval of an existing resource. 

 Definition of the exchanged data. Mime types, data formats. 

 Self-descriptive messages. Each message should carry enough information (e.g. metadata) 

how to process the message and what is needed as an answer.  

 

 

It is evident that although REST is not a standard, it uses standards to represent, transport, 
describe and process data, which are conceptually identified as resources. Some usual 
standards in REST services are  

 HTTP (transport) 

 URI (resource identifications) 

 XML/HTML/JPEG/etc (resource representation, metadata) 

 text/xml, text/html, image/jpeg (Mime types, metadata) 

It should be noted at this point that confusing URLs with URIs is a usual design or 
implementation error in RESTful services, since the resources identified with URIs is not 

                                                
17

 http://en.wikipedia.org/wiki/Representational_state_transfer  

http://en.wikipedia.org/wiki/Representational_state_transfer
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necessary to correspond also to physical URLs which are represented by html or other type 
of data. 

 

REST vs. SOAP web services 

As noted before, REST is neither a specific architecture nor a standard; it is an architectural 
style. It can be considered as a form of the client-server architectural model. As a 
consequence, it is misleading to describe web services as REST-compliant or not REST-
compliant. We can only sketch some general rules which distinguish the RESTful services 
from the rest web services based on the general principles noted above. 

REST is not new. REST services existed, even if not named the same way, since the first 
steps of WWW through the usage of server side CGI scripts which generated html code to 
answer client requests. Eventually it became clear that standardization of the interactions 
was necessary and the SOAP18 services dominated the Web. The last years, there is a 
growing trend to return back to the non-compulsive REST services which give more freedom 
to the developer. But is there really a debate19? 

Initially there wasn‟t a standard to describe REST services, so the need of a standardized 
way of describing the interactions (the interfaces) between services lead to SOAP. Also, by 
using SOAP services it was more straightforward to generate interfaces based on conceptual 
models, UML or object oriented notations so there is a better support and tooling from 
various vendors. But from a technical point of view, nowadays there is not a problem in 
defining REST by using standards, with the evolvement of relevant standards such as WSDL 
2.020 and WADL21. 

So, the problem is not technical but architectural. It is the preference of dynamic, self-
descriptive messages over pre-determined and standardized interfaces. The SOAP services 
give flexibility in determining the operations (method calls) while they give a precise XML 
messaging schema and on the other hand the REST services restrict the operations and 
they give flexibility in the messaging schema, whether it is XML or any other data type and 
format. 

This introduces a new problem: how to generate or convert code, if there is not a description 
language such as WSDL. With REST services we might result in the need to define a new 
protocol each time we design a new web service. Another problem is the lack of standard 
support for security, policies, reliable messaging etc. since SOAP services have developed 
over the years a lot of standards to curb these domains, such as WS-Policy, WS-
SecureConversation, WS-* . This problem has been substantially reduced since the 
introduction of standards such as SAML 2.0 and XACML 3.0, which define the necessary 
XML messaging to deal with the security concerns. Eventually, it becomes evident that the 
answer to the above „architectural‟ problems is the focus on standardizing the exchanged 
data and the corresponding metadata, rather than the API and the method calls.  

 

REST best practices 

 

                                                
18

 http://www.w3.org/TR/soap/  
19

http://www.slideshare.net/cesare.pautasso/rest-vs-soap-making-the-right-architectural-decision-1st-
international-soa-symposium-amsterdam-october-2008-presentation  
20

 http://www.w3.org/TR/wsdl20/  
21

 http://www.w3.org/Submission/wadl/  

http://www.w3.org/TR/soap/
http://www.slideshare.net/cesare.pautasso/rest-vs-soap-making-the-right-architectural-decision-1st-international-soa-symposium-amsterdam-october-2008-presentation
http://www.slideshare.net/cesare.pautasso/rest-vs-soap-making-the-right-architectural-decision-1st-international-soa-symposium-amsterdam-october-2008-presentation
http://www.w3.org/TR/wsdl20/
http://www.w3.org/Submission/wadl/
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Below we outline some guidelines as to what are the best practices when designing and 
implementing a RESTful web service. Examples of web services and their accompanying 
documentation can be found at the EBI website22. 

 

 Define how the resources are named and identified. Instead of implementing ad-hoc name 

paths and hierarchies of resources such as “/user/create” , “/users/1” , 

“/users/1/getName” define a clear hierarchy of how the resources or the collections 

are named, e.g. “/users” , “/users/1/” , “/users/1/name” etc. This 

naming methodology should be provided together with the documentation of the service. 

 Define the methods and how they operate to resources. Based on the CRUD principle, 

define clearly how the operations such as create, index, show, edit, update, 

list, destroy are performed, and upon which resources they apply, e.g.  

o GET /users      #retrieve a list of all users 

o GET /users/1    #retrieve user 1 

o POST /users     #create a new user 

o PUT /users/1    #update info of user 1 

o DELETE /users/1 #delete user 1 

The semantics of each operation should be provided together with the documentation of 
the service. 

 Define the valid parameters and their possible/valid values. For each resource and each 

operation, a set of valid parameters and their possible values should be provided. 

 Obey to the idempotency principle. A sequence of two or more operations of the same type 

should result in the same resource as it would a single instance of that operation, except the 

POST operation. For GET operations, which do not alter the resources this is evident; 

frequently, it is not evident for a PUT operation. So, PUT operation should be used when the 

full content of the specified resource is sent, i.e. when the operation maps to an UPDATE of 

the resource. When an EDIT (a partial update) is to be performed, the POST operation should 

be preferred.  

 Provide sample clients for your services. Each service or service family should be 

accompanied by testing clients or exemplar test code. These clients can play the role both of 

the API of the service and its documentation. The testing clients should take the form of a 

‘live documentation’ by providing real examples of how to correctly connect and 

communicate with the REST service, which are the underlying semantics of some operations, 

how to respond to error codes, how to correctly format the exchanged data.  

 Independence of the representation. Each request to a REST service should define the 

preferred type of response, i.e. HTML, XML, JSON, etc. and the services should try to provide 

alternative representations of the resources. This enhances the functionality, the 

interoperability and the testability of the services. See HTTP Accept Header. 

 Use HTTP error codes. One of the advantages of the SOAP services is the embedded fault 

handling mechanism, so the REST developers should also design a strict mechanism for error 

handling in order to achieve the same functionality. 
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 Use caching. The caching mechanisms provided by HTTP should be used whenever possible, 

to reduce the load and enhance the efficiency of the services. 

 Use redirection and nested resources. A RESTful architecture should rely on self-descriptive 

messages that can incrementally discover the ‘web’ of resources without explicitly knowing 

the full set of them.  

 Maintain resource lifecycle. Remember that resources are not only created but also edited 

or destroyed at some point of their lifecycle.  

 Self-documentation. Each REST service should provide a specific nested resource, e.g. 

/documentation, where the full list of documentation details such as resource naming, 

operation semantics, parameters etc. should be provided to the developers. We propose this 

methodology instead of outdated documentation repositories and obsolete API definitions, 

so the documentation evolves together and along the service itself.  

 

7 Integration with Privacy Framework 

Introduction 

The goal of the pseudonymisation platform is to de facto anonymise the data before 
delivering to the p-medicine research domain. All data that is passed to the p-medicine 
platform must therefore pass through a state of the art pseudonymisation platform. This 
implies that all tools and software components that import data to the research platform must 
integrate with the pseudonymisation platform. 

The pseudonymisation platform consists of two rounds of de facto anonymisation. A first 
round of de facto anonymisation is performed within the boundaries of the treatment domain. 
Afterwards the data is passed to a Trusted Third Party (TTP) that performs a second round 
of de facto anonymisation before delivering the data to the p-medicine research domain. 
CATS (Custodix Anonymisation Tool) will be used as default pseudonymisation tool. 
However hospitals are free to choose whatever anonymisation tool they want to use, as long 
as it has been approved by the CDP. 
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Figure 1 Conceptual architecture of p-medicine data warehouse 

The figure above depicts the conceptual architecture of the p-medicine data warehouse and 
its key components. Data (clinical, molecular, DICOM...) from the hospitals flows to the data 
warehouse, passing through the anonymisation domain. Data files are uploaded to CATS. 
CATS' task is to de facto anonymise the data files it receives. This means CATS has a public 
interface, with which tools within the treatment domain can integrate. CATS closely interacts 
with PIMS, the patient information management system. In short PIMS' responsibility is 
twofold: 

 to store a link between the personally identifiable information and the patient pseudonym  

 and to link patient records representing the same real-world person, coming from different 

sources, to one index. This is called building an Master Patient Index (MPI) 

After CATS processed a data file it will be send to the TTP for a second round of 
pseudonymisation to complete the de facto anonymisation. The TTP will transform all 
pseudonyms in a given data file to a p-medicine specific pseudonym. Re-identification of this 
pseudonym is only possible by passing through the TTP again. 
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Figure 2 Two rounds of de facto anonymisation 

In the figure above a schematic representation of the two rounds of de facto anonymisation is 
shown. The first round of de facto anonymisation is performed in the hospital. Patient 
identifying data is removed from data files and replaced by a pseudonym. Data files are 
passed to the TTP that in turn performs a second round of de facto anonymisation. 

As stated above, CATS is Custodix' central tool for anonymisation/pseudonymisation. 
Following is a more detailed description of CATS and its interfaces. 

Privacy Framework Overview  

7.1.1 CATS 

As introduced above, CATS is a Custodix tool responsible for the de-identification or 
anonymisation of (clinical) data files. Based on the mime type of the data files and a pre-
configured set of privacy profiles containing transformation rules, data files are anonymised 
or pseudonymised. Key transformation rules are: 

 Scanning for patient identifying data and create pseudonym. The reference between 

the patient data can be stored at PIMS or locally. 

 Clearing patient identifying data. 

 Encrypting (parts of) the result file. 

CATS allows any type of file as input as long as there is a privacy profile for its mime type. 
When a file enters the CATS system, the input file is put in a queue and processed 
sequentially (FIFO). After files have been processed, they are send to a configurable output 
channel (local file system, secured FTP, mail ...). 

During file processing errors or exceptions may occur. Data files that failed to process 
successfully are kept in CATS, given an error state. CATS provides a web interface for users 
to reprocess data files manually if necessary. 

Patient identifying data may not leave the boundaries of the hospital domain. This poses a 
problem when CATS is installed outside the hospital, because no source files, containing 
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patient identifying information, may be send outside the domain of the hospital. That is why 
CATS must be seen as two components: a CATS server and a CATS client. The CATS client 
is a client side evolution of the CATS server. The CATS client is a tool installed on the 
desktops of healthcare specialists and has the same core functionality as the CATS server 
namely the de-identification of data files. The CATS client will always deliver its processed 
files to the CATS server, which in turn delivers them to a configurable output channel. 

In following description the Custodix pseudonymisation tool is referred to as CATS, its web 
application as CATS server and its client side evolution as CATS client. So if 'CATS' is used 
this can either be the server, the client or both.Body Text 2 

7.1.1.1 Feeding input files 

As described above, CATS accepts data files of any type. 

There are different ways to provide data files to CATS: 

 Uploading a file through a web front end to the CATS server. 

 Uploading a file through SOAP or REST web service to the CATS server. 

 Uploading a file by selecting one from a local directory using the CATS client. 

 Uploading multiple files in batch by selecting a directory from the local file system 

using the CATS client. The CATS client will process all files in the given directory one 

by one. 

 Copying files to a local directory that is monitored by the CATS client. This is a polling 

mechanism and differs from the previous that no manual intervention is required. 

7.1.1.2 File processing 

Files delivered to CATS server are stored in a queue as a "processing request". All 
processing requests are handled sequentially. This implies the need for a request monitor or 
some sort of request state notification. Users will want to know if their files are processed and 
delivered correctly, and will want to reprocess when file processing failed. 

 File monitor: CATS may implement a view in which a user can monitor the state of 
each file processing requests. If a request is in the error state, the user can reprocess 
that file using this view. 

 Error notification: CATS may notify a user when a file is processed or in error state. 
Notification may be done by e.g. email, a SOAP web service call, a REST web 
service call or by showing a notification page when a user logs on to CATS web 
interface. 

7.1.1.3 File delivery 

Once the CATS server processed a file, or once the CATS server received a file from the 
CATS client, the processed files need to be delivered to the TTP. The TTP will run outside of 
the boundaries of the treatment domain. File delivery will have to be done in a secured 
manor. There are different ways of file delivery, depending on what interfaces the TTP will 
provide. 

 Through a SOAP web service  

 Through a REST web service 

 By secured email 

 By secured FTP 
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7.1.2 PIMS 

PIMS‟ core task is twofold: 

 Issuing pseudonyms and storing the link between the issued pseudonyms and the 

patient identifying data. 

 Linking patient record, meaning that records that represent the same real-world 

person are linked to the same index (building an MPI). 

While CATS server or CATS client is processing a data file, it will request pseudonyms from 
PIMS, providing it patient identifying data. The patient data is stored as a patient record in a 
secured, PIMS-dedicated database. The issued pseudonym is valid within the domain of the 
source from which the file originates, a so called source pseudonym. Afterwards PIMS will try 
to match the new patient record with previously stored records possibly originating from other 
sources (hospitals). If a match is found patient records are linked and a global pseudonym, 
valid over multiple sources may be issued, a so called treatment pseudonym. 

To conclude: 

 A source pseudonym uniquely identifies a patient record within its originating source. 

A real life patient may have multiple source pseudonyms in the same source. Source 

pseudonyms are linked to one patient record only. 

 A treatment pseudonym uniquely identifies a patient record within the whole 

treatment domain. A real life patient has only one treatment pseudonym in the 

treatment domain. Treatment pseudonyms are linked to multiple patient records 

originating from multiple sources. 

Following diagram should clarify the concept of the source and treatment pseudonyms. 

 

Figure 3 Default de-identification architecture 

In the diagram the CATS platform is split in a "source CATS" and a treatment CATS. Each 
hospital or source has its own instance of source CATS installed, however there is only one 
instance of the treatment CATS. There is only one instance of PIMS as well, which makes 
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sense because PIMS must issue source pseudonyms as well as treatment pseudonyms and 
needs to link patient records originating from different sources. 

There are three hospitals, each with their own source CATS instance. The source CATS 
instances will de-identify data files, feeding patient identifying data to and receiving source 
pseudonyms from PIMS. PIMS will build an internal MPI by matching all patient records 
coming from the three sources. After file processing, the source CATS will upload its files to 
the treatment CATS. This CATS server will reprocess all files and replace the source 
pseudonyms with treatment pseudonyms. Doing so, the same real life patient present in all 
three hospitals, receives the same treatment pseudonym. The treatment CATS will then 
upload its processed files to the TTP. 

Types of pseudonyms: 

 A source pseudonym: is issued by a source CATS and is only valid within the source 

(or hospital). 

 A treatment pseudonym: is always issued by the treatment CATS and is valid over 

the whole treatment domain and its participating sources. 

 A p-medicine pseudonym: is issued by the TTP. In fact this is an encrypted treatment 

pseudonym. It is only valid within the research domain of p-medicine. 

 

7.1.3 Trusted Third Party 

The Trusted Third Party (TTP) will receive data files from the treatment domain. Its task is to 
translate the treatment pseudonyms to p-medicine pseudonyms and store their links. 
Practically this will probably be implemented by encrypting the treatment pseudonyms using 
the TTP's private key. Re-identification can then only be done by going back through the TTP 
that will decrypt the p-medicine pseudonym to a treatment pseudonym. 

Delivering files to the TTP will be automated, meaning no human intervention is required. We 
have different choices on how to realize this: 

 SOAP Web Service 

 REST Web Service 

 Secured email 

 Secured ftp 

After the TTP processed incoming data files they need to be delivered to the treatment 
domain. How to integrate with the data warehouse or other components in the p-medicine 
research domain is still to be described. 

 

7.1.4 Re-identification 

Re-identification is the process of translating a p-medicine pseudonym back to its original 
patient identifying data. Since there are two rounds of de facto anonymisation there are two 
rounds of re-identification as well. 

Given there is a p-medicine pseudonym that needs to be re-identified. As the TTP replaced a 
treatment pseudonym with a p-medicine pseudonym, the first thing to do is to make sure the 
TTP translates the p-medicine pseudonym back to its treatment pseudonym. Again this can 
be achieved by integration with a variety of interfaces: SOAP or REST web service, web 
interface... 

The trick of good re-identification is to make sure no party has a hard link between the p-
medicine pseudonym and its identifying data. If P(hospital) is a source pseudonym identifying 
John Doe in the hospital and P(p-med) is a p-medicine pseudonym identifying John Doe on 
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the research platform, a healthcare specialist may never use or see P(p-med) and a 
researcher may never see P(hospital). How we can achieve these re-identification scenarios 
and how the process of re-identification will work, is still to be discussed. 

 

Integration with Privacy Framework 

In previous section we gave a general overview of the anonymisation platform. Following 
describes more detailed scenarios in which CATS/PIMS may be used. 

 

7.1.5 CATS within the hospital domain 

If CATS is installed in the domain of a hospital, files containing patient data may be send to 
CATS in plain text. The most straightforward way is to create a web front-end. A healthcare 
specialist can then select the file he/she wants to send to the data warehouse, and upload it 
to CATS for the first round of de facto anonymisation. Once CATS finishes the file processing 
it will deliver the processed file to the TTP for the second round of de facto anonymisation. 

Although a web-based file uploading solution is quite straightforward, it might not be that 
handy when a batch of files must be send to the p-medicine research domain. Uploading files 
one by one might be a time-consuming task. Easier would be to let a user choose a folder 
from his local file system, and provide the ability to start a batch process which will upload 
the data files contained by the chosen folder, to CATS. This can be accomplished by creating 
a web service (SOAP or REST) in CATS' interface. The batch processing client can then in 
turn address these web services. 

Furthermore, the CATS web front-end can be integrated into the Liferay portal. 

 

7.1.6 CATS outside the hospital domain 

If no instance of CATS can or may be installed within the domain of the hospital, the de facto 
anonymisation needs to be done by a client tool. Assuming the hospital uses the Custodix 
anonymisation tools, the CATS client is used by the healthcare specialist to de-identify the 
data. 

While processing data files, the tool must integrate with PIMS in order to provide patient 
identifying data and request patient pseudonyms. After file processing the result file must be 
delivered to the CATS server for further processing (see next section). 

The client tool can be implemented as a graphical tool or a simple command line tool. In both 
cases a user must be able to select a directory from the local file system to process multiple 
files in batch. In a graphical tool, that would be by choosing a directory using a file selector 
dialog, in a command line tool that may be accomplished by providing start up arguments. 

The biggest disadvantage of using a client tool is the need for client side installation. In an 
initial phase the client tool must be rolled out over all client machines participating in the 
project, and of course during the life time of the project, the tool must be installed on new 
machines as well. A good solution is to use Java Web Start. This Java technique allows for a 
user to download a Java application and run it on his client, just by clicking a link from a web 
site. Using this technique, CATS may serve as the provider for the client tool as well as the 
provider for the CATS privacy profiles. 
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7.1.7 CATS Usage 

7.1.7.1 CATS and PIMS 

 

Figure 4 De-identification architecture with CATS and PIMS 

The figure above is an enhancement of the figure in deliverable D5.1 (section 7.4.2.3) which 
is conceptually more correct. It shows a more detailed schematic of the CATS process. In 
this scenario source CATS runs within the boundaries of the hospital. It pseudonymises data 
files by requesting source pseudonyms to PIMS that runs outside the hospital domain but 
inside the treatment domain. The source CATS (as is the source CATS' instances in other 
hospitals) delivers to the treatment CATS. This CATS instance will replace all source 
pseudonyms with treatment pseudonyms which are unique over the treatment domain. In 
turn the treatment CATS delivers its processed files to the TTP. 

Furthermore PIMS receives patient identifying data from source CATS and keeps the link 
between pseudonym and patient data for later re-identification. 

A given CATS instance will receive data files whether through its web interface or 
SOAP/REST web service interface. Depending on what integration interfaces and the types 
of data files that are processed, a different channel may be used to deliver. An instance of 
source CATS delivers to an instance of treatment CATS, which will most likely go through a 
secured web service. How the treatment CATS will deliver to the TTP is still to be defined. 

Since PIMS is responsible for linking patient data and issuing treatment pseudonyms, it must 
run outside the hospital but within the boundaries of the treatment domain. This means 
patient identifying data will be encrypted before sending it to PIMS. That makes record 
matching even harder since encryption does not sustain the similarity between records. 
Record matching on encrypted data is described in deliverable D3.4 „Service Integration 
Guidelines‟. 

Section 2.1 describes CATS as a combination of a CATS client and a CATS server. In the 
above diagram source CATS is depicted in the domain of the hospital. However, the CATS 
server may run outside the domain and the CATS client may be used for file anonymisation 
at the source. 



– Grant Agreement no. 270089  

D8.6.1 – Integration guidelines and monitoring of tools and services 

 Page 42 of 43 

 

 

7.1.7.2 CATS without PIMS 

 

Figure 5 De-identification architecture with CATS 

The figure above depicts another scenario. In this case users upload data files to CATS in 
the same way as the first scenario. However it is CATS' responsibility to issue pseudonyms 
and store the reference back to the patient data. Since PIMS isn't used in this scenario, there 
will be no record matching. 

Integration guidelines are the same as in the first scenario. Data files must be uploaded to 
CATS through its secured interfaces. 

The source CATS server may again, run outside the domain of the hospital. 

 

7.1.8 TTP 

The Trusted Third Party is responsible for the second round of de facto anonymisation. It 
receives data files from the pseudonymisation platform and scans them for treatment 
pseudonyms that are replaced by new, p-medicine specific pseudonyms. The link between 
the pseudonym originating from the anonymisation platform and the new pseudonym is kept 
at the TTP. This means the de-identification of a p-medicine pseudonym must go back 
through the TTP. The exact de-identification flow still needs to be discussed. 

7.1.8.1 Output channel 

Eventually de facto anonymised data files are delivered to the p-medicine data warehouse. 
How the TTP will integrate with the data warehouse depends on what interfaces the data 
warehouse will provide. 
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